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A Motivating Example

Over ten years ago this was a highly
discussed article in the Washington Post.

For me, it was the starting point of asking
dozens of AI / Q&A systems over the past
years about their understanding of
topology.

"How far is Ukraine from Russia?"

Do you know the answer?
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Applying Topological Concepts

Prior answers have not changed much over the past 11 years.

This is likely due to the amount of point-geometry training data (bias).

Representing and reasoning about topology seems difficult in general.

ChatGPT-3.5: at the border where both touch, they are "8 km apart".
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Understanding Topological Concepts

After 11 years, ChatGPT-5 is the only
system to answer correctly (consistently).

Interestingly, MS Co-Pilot, DeepSeek-V3,
and others still fail.

So — finally — all is good!?

Progress, yes, but ChatGPT-5 produces
the correct tokens without understanding
what they actually imply (entail).

A modern twist on John Searle’s Chinese
Room argument?
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Computing Topological Relations

Asking AI agents to latently infer
topological relations from geometries is
even more challenging (Ji et al., 2025).

Can we capture semantics/ pragmatics
from structure? (Scheider & Richter, 2023)

Tension between an AI’s internal (latent)
and external (symbolic) representations

Modern AI agents ...
write (and execute) code
perform Web-search
or rely on Retrieval Augmented
Generation (RAG)

... to provide better results.

Strictly speaking, they leave the realm of
purely neural systems.

This moves understanding outside the
foundation model (FM).

So, is a new AI improving because of
progress in FM, delegating to symbolic
systems, or both (hybrid AI)?

Can We Know What AI Will Know?
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Latent Topological Reasoning

Overall accuracy still low

Systems are very fragile
(brittle) across and within
experiments.

CoT not always helpful

touches often confused
with within, etc.

Plenty of recent work by
Cohn, Majic, and others.

(Almost) no signs yet of
understanding, e.g.,
approximation via a BB for
the Ukraine example. (Table by Ji et al., 2025)
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Internal versus External Representation

Important to distinguish between an AI bot’s internal (latent) and external representations

Internal
LLM is based on distributional semantics (1950’s)
"You shall know a word by the company it keeps."
latent representation as a flexible network of meaning
Semantics emerges from context
Neural (sub-symbolic) principles

External (e.g., via RAG)
API calls to search engines that return documents
Executing a python shell and ingesting results
Using a reasoner (or [spatial] calculus)
Connecting to a knowledge graph (vector database)
Largely declarative (and static)
Symbolic principles

What if the recent rapid progress is no longer (exclusively) driven by the latent part?

Can we fully capture semantics/ pragmatics from structure? (Scheider & Richter, 2023)
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Last Week’s Twist!

Sensitive Geopolitical Content

Which statements are triggering this, who decides?

What is factual, what is contextual?
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The Story So Far I

We risk confusing super-human abilities for super-human
intelligence.

Reproducing/representing ≠ Understanding

If models dont truly understand, how do we align their behavior
with our goals?
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AI Alignment

Alignment asks the question of how to ensure AI systems behave according to societal
norms, values, and goals, even though those goals may themselves be ...

complex,
contested,
context-dependent,
or even conflicting.

Definition
A system is aligned if its actions advance these norms, values, and goals, and
misaligned if it acts otherwise (Wiener 1960, Russell 2019).

Alignment is challenging because:
Norms, values, and goals vary across cultures, regions, and time.
Goals are often implicit, not explicit.
Trade-offs between individual and collective are difficult to capture.

Alignment is done by human expert annotators; what about distribution shifts in these
annotators? Demographic and geographic! (Pei and Jurgens, 2023)

"Can we know what the annotators that we trusted with alignment know?"
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Types of AI Alignment

Outer Alignment
Does the objective/reward truly meet
the instructor’s expectation?

Inner Alignment
Does the model actually pursue that
reward or learn a proxy objective?
E.g., LLM trained for correctness (facts)
instead learns to optimize sounding
confident (→ hallucinations).

Situational Awareness (Phuong et at., 2025)

Given proper outer + inner alignment,
does the agent act according to them
in all situations (or does it deceive)?

(OpenAI, 2016 [Coast Runners])

Outer misalignment
Faulty reward: maximize score
Consequence: boat farms points
Better reward: be first in the race

Problem solved, right?
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Types of AI Alignment

Defining correct objectives/rewards is difficult

Systems are finding ways around.

When frontier reasoning models cannot win in
Chess, they simply hack the engine/board.

GPT-4o3 can play (interact) but decided to
mostly cheat (74%). GPT-4o1 or o3-mini never
cheats. (Bondarenko et al., 2025)

Interesting (relatively novel) twist: what if the
cost of validation increases super-linearly?

Remember the BS-asymmetry principle?
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Pluralistic Alignment

Existing work risks confusing inter-human
variation with noise

Many/most answers are contextual
statements, not truth (Kuhn et al., 2014).

Recent literature distinguishes between ...

Overton pluralism, where all potentially
‘reasonable’ answers are returned;

Steerable pluralism, where the model
outputs are guided towards a given
perspective (called an attribute); and

Distributional pluralism, where outputs
are drawn in accordance with those of a
desired reference population.

Not (yet) explicitly spatiotemporal. (Fig. and pluralism types by Sorensen et al., 2024)
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Geo-Alignment Definition
Let:

𝑞 ∈ 𝑄 be a user’s query;

𝑜 ∈ 𝑂 be an AI system’s output;

𝑔 ∈ 𝐺 be the geographic context (e.g., a < 𝑠, 𝑡 >–tuple representing space 𝑠 and time 𝑡);

𝐷 ( · , · ) be a dissimilarity or divergence measure;

𝐿 (𝑜 | 𝑞, 𝑔) be the conditional probability distribution of the (hypothetical) locally
appropriate outputs given a query and geographic context (e.g., a region);

𝑆 (𝑜 | 𝑞, 𝑔) be the conditional probability distribution of outputs of AI system 𝑠 at 𝑔;

𝜖 be a scalar for the upper bound of acceptable dissimilarity between the compared
distributions.

Definition
An AI system is said to be geo-aligned if for all queries 𝑞 ∈ 𝑄 and geographic contexts 𝑔 ∈ 𝐺,
the distribution of the system’s output 𝑆 (𝑜 | 𝑞, 𝑔) resembles the locally appropriate distribution
of outputs 𝐿 (𝑜 | 𝑞, 𝑔) within a certain tolerance. (Janowicz et al., 2025a)

More formally:
∀𝑞 ∈ 𝑄, ∀𝑔 ∈ 𝐺:𝐷 (𝐿 ( · |𝑞, 𝑔) , 𝑆 ( · |𝑞, 𝑔) ) < 𝜖 (1)
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Pseudoephedrine

The status of pseudoephedrine varies significantly
across regions and periods.

It has been an over-the-counter drug in some countries,
prescription-only or even illegal in others, and has been
classified as a monitored or even banned
performance-enhancing substance.

E.g., last reclassification in New Zealand was in 04/2024.

Several (2025) AI systems return a US-centric answer
only, while a few others either rely on the user’s location
or provide selected national variations.

No system identified the potential problems related to
sports.

Overton pluralism does not meaningfully apply here as
regulations vary even across US States; an AI replying
with 5 pages of legal code is not helpful.

Can We Know What AI Will Know?
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Worked Hypothetical Pseudoephedrine Example

Let 𝐷 ( · , · ) be Kullback-Leibler (KL) divergence

𝐷KL (𝑃 ∥ 𝑄) =
∑︁
𝑥∈X

𝑃 (𝑥 ) log 𝑃 (𝑥 )
𝑄 (𝑥 ) (2)

Assume locally appropriate distribution 𝐿 (𝑜 | 𝑞, 𝑔) for
"Can I buy pseudoephedrine over the counter?" (𝑞) and
the USA (𝑔) is {0.8, 0.15, 0.05} for outputs (𝑜) "With an
ID.", "Requires prescription." and "Careful with doping.".

For a system’s outputs 𝑆1 (𝑜 | 𝑞, 𝑔)
{0.998, 0.001, 0.001}, 𝐷KL = 0.771.

For system 𝑆2 returning {0.7, 0.2, 0.1} 𝐷KL = 0.029.

𝑆1 is less geo-aligned as it only returns the "With an ID."
answer despite regulations varying by state.

𝑆2 overestimates the number of people interested in an
answer merely relevant to competitive sports, still
overall geo-alignment is better.
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The Story So Far II

While universality seems tempting, reality is plural.

Alignment depends on (human) annotators.

But annotators are not neutral
they are situated in cultures and places.

Do data and models currently reflect the diversity of places?
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Cognitive Science-inspired (Behavioral) Approach?

Geography according to Foundation/World Models

Cognitive Science looks at what the mind does and how by observing behavior and
interaction with the world.

Neuroscience looks at why the brain functions the way it does, e.g., by investigating its
inner workings and structures.

Similarly, we can study ANN architectures internally, explainable AI (XAI) does this.

Or we can observe the outcomes of interacting with AI in-the-wild (the focus for this talk)

This is attractive because we are rapidly moving towards an ecosystem of AI

We interact with multiple AI
AI systems interact with each other (without knowing)
We interact with people who interact with AI
Agentic AI may have situational awareness (?!)
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Geographic Bias in Training Data and Beyond

Open Images and ImageNet only contained
3% of data from China and India combined

Researchers studying geo-diversity utilize key
concepts of geographic data analysis, e.g.,
MAUP.

Spatial distributions matter

GeoAI is not a AI4Geo one-way-street; we have
a lot to offer to the broader community.

Overcorrective debiasing is problematic, e.g.,
Google’s black Nazi soldiers.

How can we define and measure
geo-diversity?

"Can we know what the engineers that we
trusted with debiasing AI know?"

(Fig. by Shankar, 2017)
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Inspiration

Working on VGI quality, Goodchild
and Li (2012) studied the imagined
country of Allestone drawn by child
prodigy Thomas Williams Malkin.

They asked: was it adhering to
well-known geographic principles:

Fractal dimension of the
imaginary coastline
Horton’s Law on the
bifurcation ratios of streams
Central Place Theory

The map of Allestone was coherent
with our knowledge of geography
despite being imagined!

Can we use this for studying
understanding in World Models?

A Corrected and Revised Map of the Country of Allestone by Thomas Williams Malkin.

Engraved by William Blake. Cambridge University Library. Via Bushell et al. 2021.
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Probing the Latent Representation: Understanding

Testing understanding

The size distribution of major cities in
many nations follows Zipf’s law (to some
degree!).

We tested whether AI agents know this.
They do!
And point out many nuances
E.g., the nature/shortcoming of
such assumptions

But will they also understand when to
apply this knowledge? (OECD, 2013)
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Understanding in (Guided) Reasoning Models

The plot shows the distribution of the top
30 cities of Novaterra and the USA.

In case you can’t locate Novaterra on a
map, don’t worry, neither can I.

It’s a GenAI-generated synthetic Island
nation.

Out of 25 runs, 2 runs (both GPT-5)
explicitly mentioned rank order.

Interestingly, most runs return flat results.

Models (e.g., DeepSeek-V3, ChatGPT-5)
also miss the population mark; e.g., being
asked for 60M pop. in total they
exceeding this already in their top 20. Guidance quickly improved the results.
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Probing the Latent Representation: Racial Bias

Unable to get past the model specs, we ...
asked it to generate a realistic synthetic population (approx. 350) for (broader) LA
studied their statistical properties (residence, job, income, age),
and finally asked the model to identify those with a criminal record.

We compared the data to the US Census, LA crime data, and so on.

While the model specs make it difficult to communicate with AI systems about questions
of crime and ethnicity, latently the models may still have a (biased) representation.

Can We Know What AI Will Know?
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Models Form Strong Prototypes

LLM-based agents produce canonical
answers.

We can define and measure the
geo-diversity of training data and model
outputs. (Mai, Liu, Wang, etc. 24/25)

Surprisingly little work on which theory of
concepts/categories LLM/AI use

Time to revisit some classics
Rosch’s work (1975) on prototypes
Gärdenfors (2000) conceptual
spaces [also Raubal’s work]

I will call an AI agent’s prototypes defaults.
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Default Strength

We can define default
strength as the entropy we
need to inject before we
see a (non-negligible
probability of) variation
beyond the default.

Here, via a model’s
temperature:

𝑝𝑖 =
exp

( 𝑧𝑖
𝑇

)∑
𝑗 exp

(
𝑧 𝑗
𝑇

) (3)

(𝑝𝑖 : probability of token 𝑖, 𝑧𝑖 : logit,

assume model is deterministic (greedy) at

𝑇 = 0)

𝐷𝑆 (𝐶 ) ∝ 𝑚𝑖𝑛
{
𝑇 > 0 |∃𝑖 ≠ 𝑐∗ : 𝑝 (𝑖) > 𝛿

}
(4)

(𝐶 : category, 𝑐∗ : the default for 𝐶 , 𝛿: some threshold.)

(Liu et al., forthcoming)
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Default Strength

Interestingly, we
observe more
geo-diversity and less
default strength for
some of the older
models. (Liu et al., 2025)

Was (geo-)diversity
reduced to prevent
hallucination?

Another study found
similar results / voiced
similar concerns.
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The Story So Far III

Work on bias still assumes ground truth, but reality is
messy.

Taken together, human knowledge is about (often conflicting)
statements, not truth.

How should AI respond when the world itself disagrees?
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Population of Vienna

Note how SotA bots
perform a ‘Web’
search

This is a form of
augmentation

Retrieval Augmented
Generation (RAG)

Here via an API call
not a retrieval via a
vector database
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Population of Vienna

Changing the
language did not only
change the results

It also changed the
trusted data sources

Given the 227
language versions of
Wikidata/Wikipedia
and their 50+ different
population values,
what is correct
anyhow?
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Population of Vienna

Very different results

No RAG support

immigration angle
missing

Key lesson: What AI
knows depends on
the language (region).

But what does
knowing about
Vienna’s population
mean anyways?

This query is also
more expensive and
less efficient.
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Geographic Token Economy of GPT-4

The costs (for a user) and environmental sustainability of a query vary geographically.

We have some early (!) experiments suggesting this may also affect quality.

Can We Know What AI Will Know?
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Localness of Web-Data

What LLM know about regions is not necessarily local

Even for parts of Europe, the majority of data may be from abroad (Fig. from Ballatore et al. 2017)

Popular tourist destinations may be the most biased examples

Hallstatt, Austria has 800 residents, but 10.000 tourists each day (BBC, 2020)
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Overtourism Due to Social Media Bucket Lists

(depicted: Rome’s Trevi Fountain; via cnbc.com, GettyImages).

Defaults may matter greatly, e.g., for tourism; but are there cases less easy to spot?

Can We Know What AI Will Know?



Introduction Geo-AI Alignment Geo-Diversity Data in Conflict Outro

GeoAI Scaling Laws?
Given the costs of training there is a lot of recent interest in empirical scaling laws.

Can we extrapolate from early training whether we reach a certain model performance?

We need to understand the relation among:
available compute (C), // should we keep training?
model architecture (A),
available training data (D).

If model architectures remain similar, we can focus just on size (N).

Initial assumption: 10 times larger models would only require 5-6 times more data.

N0.74/D. (5)

Chinchilla Law (Hoffmann et al., 2022)
Model size and the number of (training) tokens should be scaled equally.
Many super-large models may be over-sized (token-poor)

But on average spatial data contains less than expected information! (spatial
autocorrelation)

As geo-models grow, required data may grow super-linearly. (Janowicz et al., 2025b)

Conjecture: 𝐷𝑜𝑝𝑡𝑖𝑛𝑎𝑙 ∝ N𝛼 , with 𝛼 > 1 for GeoAI (6)

Can We Know What AI Will Know?
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Can We Know What AI Will Know?

Representation vs. understanding
Can we know what it means for an AI to know?
AI Geo-Alignment
Can we know whether AI knows what we want it to know?
Bias and Geo-diversity
Can we know whether AI knows what different people know?
Scaling
Can we know how much AI can ever know?

Can We Know What AI Will Know?
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